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This paper looks at some of the requirements which will be placed on this technology.

A failure model has been developed; its use in the design of dependable systems is being
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Abstract

System dependability is increasing in importance in the market
place. A recent report predicts that the market for fault-tolerant
systems will double in the next three years. Within the context of
large open distributed systems, dependability will be particularly
important: the more components a system has the greater the
probability that one of those components will be faulty. Over the
next two to three years, the ANSA work on dependability aims to
develop the technology for building open dependable distributed
systems on industry standards platforms such as DCE and
CORBA. This paper looks at some of the requirements which will
be placed on this technology.

A failure model has been developed; its use in the design of
dependable systems is being investigated. An engineering model
is being developed which will provide a choice of mechanisms,
enhancing the functionality of the basic platform, so that it can
meet the dependability requirements of applications. A
programming model is being developed to help programmers
meet the requirements of the chosen engineering. A core
component of both the engineering and programming models is
an extended transaction framework.

System dependability is increasing in importance in the market place. A
recent Gartner report predicts that the market for fault-tolerant systems will
double in the next three years (from ‘mid 1993) [Kaye, 1993]. In an increasingly
fierce market, reliability and availability can have significant effects in
reducing the cost of system ownership [Siewiorek and Swarz, 1992]. Within the
context of large distributed systems, dependability will be particularly
important: the more components a system has the greater the probability that
one of those components will be faulty. In addition, openness further reduces
the cost of ownership by allowing easy integration and incremental evolution
of the information system [Herbert, 1993], [Harris and Fraser, 1993].

This paper argues that the basic technology for open distributed processing is
now understood: there are now several de-jure and de-facto standards which
are emerging. The challenges now are to be able to deliver appropriate non-
functional guarantees (e.g. reliability, availability and performance), and to be
able to integrate existing services and systems into this world of open
dependable distributed computing. Until these challenges are met, open
distributed computing will not be used in business critical applications. No
one set of non-functional guarantees is appropriate to all applications; any
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solution must allow the selection of guarantees to match different application
requirements.

The purpose of this paper is:

• to explain why dependability is important in open distributed processing
and to look at some of the characteristics of suitable technology for
dependability §1;

• to examine some of the problems which arise in building dependable
systems and explore what the ANSA principles have to say about some of
these problems §2;

• to explain why an end-to-end view of dependability is important §3;

• to describe the requirements for the dependability technology being
developed by the ANSA project over the next two to three years §4 - §9.

1 Open dependable distributed systems

This section looks at the need for dependability in open distributed systems,
the advantages to be gained by delivering the right solution quickly, and some
of the constraints on the technology used to deliver open dependable
distributed systems. First, it defines what is meant by dependability within
the context of the ANSA project.

The dependability of a service is described by various non-functional
properties of that service such as, reliability, availability, safety and security
— a comprehensive discussion of these and associated dependability concepts
is given in [Laprie, 1992]. The ANSA project is concerned mostly with reliability
and availability.

• Reliability is a measure of the continuity of service; a measure of
reliability is Mean Time To Failure (MTTF).

• Availability is a measure of how often the system is ready for use; a
measure of availability is (MTTF/(MTTF + MTTR)) where MTTR is the
Mean Time To Repair the system once it has failed.

A failure occurs when there is a mismatch between what happens and what is
expected. In the absence of a formal contract which makes expectations
explicit it may be impossible to resolve which party is faulty: the client
(system user) or the server (the system). This is discussed in more detail in §5.

Often integrity is discusses as an aspect of dependability. The correctness of a
service depends on maintaining the data in some valid, consistent form: if it
cannot satisfy this constraint the service will fail.

1.1 Business critical applications need dependability

Deploying a business critical application or information service without any
guarantees about the dependability of that application is analogous to
participating in a business transaction without any formal contractual
arrangements. In the absence of any contract to set expectations, there is more
chance of something unexpected happening — something which may be
viewed by one of the parties involved as a failure. The consequences of such
failure could be severe.

Similarly it could be disastrous for a business to rely on an application without
well defined expectations — without clearly defined dependability guarantees.
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Hence exploiting open distributed computing to deliver business-critical
information services will require the ability to offer both functional and non-
functional (dependability) guarantees which are appropriate to the
information service being provided.

1.2 Current technology does not address dependability

There are a number of de-facto and de-jure standards emerging which
incorporate technology for distributed computing: ODP [ISO 10746], CORBA
[OMG 91], Atlas [UI], DCE [OSF 91] (including DME and ENCINA [Sherman, 1993])
and the various OSI standards (e.g. GDMO [ISO 10165], OSI RPC [ISO 11578],
OSI TP [ISO 10026] etc.). All of these provide applications (objects) with a means
of communication. Perhaps the highest level of functionality is delivered by
CORBA and related products such as DAIS [ICL 93]. DAIS supports object
based distributed computing: objects can invoke each other regardless of
whether or not they are co-located. In addition all these standards identify
some basic services which are needed by applications, such as naming. Hence
the technology for delivering basic “open distributed computing” is becoming
well understood and standardised.

With the exception of ODP (which has been heavily influenced by previous
ANSA work), very little work has been done on providing appropriate
dependability guarantees [Herbert, 1993]. ODP with its notions of transaction,
group and replication transparencies lays some of the foundations [ISO 10746].

1.3 Gain a competitive advantage: match customer requirements

One of the basic principles of ANSA is that different customers, hence
different applications, will have different dependability requirements. Even
within one application the different components will have different
availability, reliability and consistency requirements. Understanding the
engineering and cost trade-offs in building dependable distributed systems
will enable the vendors to match the dependability delivered to the
requirements of the customer and the application, giving them a competitive
advantage over those who cannot do so.

1.4 Gain a competitive advantage: deliver the solution quickly

Competitive advantages are also gained by being able to deliver a solution
more quickly than the competition. One way of doing this is to minimise the
amount of bespoke engineering in a solution. The approach should be to use
tools, configuring basic standard engineering components to deliver the
guarantees which are needed by the application.

1.5 The need to incorporate existing systems

The need to preserve investments in existing information technology
infrastructure means that new information services will have to interwork
with so-called legacy systems and yet still provide some guarantees about
dependability. This means that there will be few opportunities to build
systems from scratch; rather, it will be important to understand how to
configure mechanisms to get appropriate non-functional guarantees from
what already exists. Openness implies the ability to be able to cope with
heterogeneity at all levels: different machines using different operating
systems interworking between different administrations [Beasley et al, 1994].
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1.6 Hardware versus software techniques

The ANSA work on dependability is about developing concepts which can be
used for open dependable distributed computing. It aims to put in place the
technology which enables the construction of information services with
various dependability guarantees. Since openness implies minimising the
assumptions about the underlying hardware and operating system, this work
concentrates on software rather than hardware techniques for dependability,
and on techniques which do not require one particular underlying platform for
distribution.

2 The ANSA principles and dependability

The ANSA principles are described in [van der Linden, 1993]. This section looks at
those principles which are particularly relevant to dependability; the
principles are divided into seven categories — each category is considered in
turn.

2.1 Separation

Systems should be designed so that separation amongst their parts can be
achieved; this means that they can be more flexibly configured. However, this
can have the effect of introducing more components, thus reducing the
dependability of the system.

Separation means that services may be remote. This introduces the possibility
of partial failure: a failure may occur in a remote service request even though
the requester’s local system has not failed.

The ANSA work on dependability aims to ensure that the required
dependability can be achieved in spite of the effects of separation.

2.2 Diversity

Large distributed systems will include many significantly different individual
sub-systems. Data will be widely distributed with multiple representations
and different consistency requirements. Different standards and different
dependability mechanisms will be adopted in different parts of the system;
designers need to be prepared for this; the dependability mechanisms need to
allow it.

2.3 Scaling

The dependability mechanisms used in a system must not impose constraints
on scaling, and the extent to which it can be interconnected and its
applications made to interwork. Scaling is about scaling up and down:
mechanisms which are efficient in large systems should be designed so they
are efficient in small systems or else should be replaceable by similar
mechanisms which are efficient in small systems.

It is difficult to check consistency in large systems: changes may take a very
long time to propagate. In the absence of any mechanisms to avoid it, different
parts of the system may see changes at different times and in a different order.

In large distributed systems it is very difficult to implement a notion of
universal time or an observer which can observe every event. This means that
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technologies which assume a global clock or a global ordering on events are
not appropriate: they do not scale well.

Larger systems will contain more components which increases the probability
that there are one or more faulty components in the system.

2.4 Federation

Federation deals with heterogeneous authority and how to retain local control
in a large distributed system spanning boundaries of authority [Beasley et al,
1994]. In a federated system objects are responsible for their own dependability.
In addition objects under one authority will need to negotiate contracts with
other objects subject to different authorities: there may be no common higher
authority which lays down what the contract should be. The contract should
state what each object is entitled to expect of the other (i.e. what the “correct
behaviour” should be). Contracts can be used by arbitration or fault diagnosis
services to resolve which party is faulty (see §5.1).

2.5 Transparency

A property of a system is transparent if application programmers need not be
concerned with it. The aim of the ANSA work on dependability is to hide the
details of the dependability mechanisms (but not the requirements for
dependability) from the application programmer.

Previous experience suggests that it is possible to make dependability
mechanisms such as replication completely transparent to the programmer
[Oskiewicz and Edwards, 1993]. However, there are limitations on making
dependability fully transparent. These are explored in §3.

There is no universal set of requirements for dependability hence, there is no
universal configuration of mechanisms. This means that transparency must
be selective: programmers can select and configure the mechanisms which are
most appropriate to the job at hand.

Selecting and configuring the appropriate mechanisms is likely to be a
complex and error prone task. So programmers may well be tempted to
implement their own mechanisms, ignoring the ones provided, because they
are too difficult to understand and use. To avoid this programmers must at
least be given guidance on how to select and configure mechanisms to match
the requirements of their programs. Where possible, tools should be provided
to configure and select the mechanisms (this is automated transparency).

Ideally the dependability requirements should be declared as attributes of the
object; tools would then configure the most appropriate mechanisms. The
difficulty of capturing requirements and the lack of tools which work directly
from them, means that programmers will probably have to specify the
mechanisms themselves. Automated transparency techniques will configure
the specific mechanisms selected. The programmer is protected from the
details of the mechanisms (e.g. see [Warne and Rees, 1993]).

2.6 Concurrency

Concurrency is inevitable in distributed systems. This means that there is
potential for conflicting inconsistent changes to be made to data. Mechanisms
are needed to prevent this.
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2.7 Configuration

Systems evolve over time: new parts are added and old parts are removed.
Detection and correction of faults should be as early as possible, ideally before
a new component is configured into the system. This limits the potential for a
fault in one component to cause damage to the rest of the system (fault
propagation). To achieve this in a dynamic system, the description (of the
correct behaviour) of a component must be on-line to allow the system
management to check the behaviour of the component before installing it.
Such descriptions will form the basis of the contracts described in §2.4 and are
important in fault diagnosis (see §5.1).

3 An end-to-end view of dependability

Dependability is an end-to-end concept. What is dependable and what
constitutes a failure to an application can only be determined by
understanding the application semantics: it is not sufficient to consider
dependability purely in terms of protocols provided by the underlying
engineering and platforms. For example, a file transfer is completed
successfully when all the file data has been safely and correctly stored in the
file system of the recipient machine, not just when the data has been delivered
by the network to the machine (it may crash before storing the data) [Saltzer et
al., 1981]. Once the transfer is complete, the receiving machine may have an
ongoing responsibility to maintain the availability of the data. Consequently
dependability needs to be considered at the system design stage and
throughout the development of the system.

Some techniques have a minimal effect on the structure of the system. For
example, within ANSA, technology for transparent replication has been
developed [Oskiewicz and Edwards, 1993]. Provided the client or server satisfied
certain (well understood) assumptions it is possible to hide replication from
the application programmer, so that the decision to replicate or not can be
made after the code has been written. This dramatically increases the
complexity of the underlying engineering required to support the application
components with consequent loss of performance (compared with non-
replicated code). Hence, the scope and potential of technology for transparent
dependability is limited.

Other techniques for dependability require more participation from the
designer and programmer. Although the solution may be more difficult to
analyse and prove, it may result in applications which need less complicated
engineering to support them and have better performance. For example,
suppose a service needs to be replicated. If the service can be designed so that
it is immutable (does not change its state when invoked) the underlying
support for replication can be made much simpler, since no mechanism is
required to coordinate state changes between the replicas (it never changes).
To make a service immutable may require the designer to take special steps,
for example, to ensure that any state concerning the interaction between
client and server is held by the client. In addition the programmer of the
service needs to avoid code which makes changes to state.

This paper describes technology which is being developed that allows
designers and programmers to consider dependability issues, as well as
technology which tries to make dependability transparent. The concept of
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selective transparency is important: hiding irrelevant detail from the
programmer.

4 Dependability in ANSA

There are two basic techniques used to build dependable systems: fault
tolerance and fault avoidance (sometimes called fault intolerance). Fault
avoidance involves using good engineering practice to minimise the occurrence
of faults. Fault tolerance exploits redundancy to negate the effects of faults.

It is important to realise that these two techniques are complementary and
not alternatives. Good engineering practice reduces the occurrence of faults,
unless the rate at which faults occur is reduced to an acceptable level any
redundancy (fault tolerance) will be quickly overwhelmed.

The aim of the ANSA work on dependability is to develop technology which
allows application programmers and system designers to use a set of simple
concepts to declare their dependability requirements. These requirements will
be mapped quickly and efficiently onto a rich set of engineering mechanisms
which exploit various redundancy and consistency techniques to deliver the
required dependability. The component technologies are:

• A failure model which provides the underlying concepts;

• A programming model which provides programmers with abstractions
for building dependable applications;

• An engineering model which provides a set of engineering mechanisms
and sets of standard configurations of these mechanisms;

• An extended transaction framework providing a programming model
and set of engineering mechanisms based on transactions;

• A management model which provides the mechanisms and concepts for
fault diagnosis and reconfiguration to maintain dependability.

Figure 1 shows the relationship between the programming model, the
engineering model, the management model and the transaction framework.
The engineering model provides a set of services to enhance the functionality
provided by basic platforms for distribution such as DCE and CORBA.
Application programmers build dependable applications using concepts
provided by the programming model and services provided in the engineering
model.

The system designer needs to elucidate the requirements of the application
components for dependability (from the supporting engineering) and also the
requirements which the engineering components impose on the behaviour of
the application components. Designers need to be familiar with both the
engineering and programming models to make the trade-offs between what
(dependability) can be provided by the engineering and what can be provided
by the application components.

The role of the engineering model is to provide a choice of services. It helps the
system designer to choose the service which satisfy the application
components requirements (for dependability). The role of the programming
model is to ensure that the application components meet the requirements of
the engineering components. The role of the failure model is to provide the
concepts for stating requirements.
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The management model is concerned with such issues as the maintenance of
dependability in the presence of faults (fault diagnosis and reconfiguration),
how to install new applications and how to upgrade existing ones. The services
required for management form part of the engineering model. In addition
some concepts in the programming model may deal specifically with
management issues.

The use of different kinds of transactions to build dependable systems is being
studied. The services provided by the extended transaction framework will
form part of the engineering model. The framework will also provide
abstractions to help programmers use these services. These abstractions are
part of the programming model.

The remainder of this paper describes the above work in more detail. At the
time of writing, the failure model has been developed, development of the
extended transaction model is ongoing and work on the remaining areas is
just beginning.

5 Failures and the ANSA failure model

Understanding the concept of failure is crucial to building dependable
systems. This section looks at failures: how to understand who is responsible
for a failures and the role of failure models. We begin with a summary of the
ANSA failure model [Edwards and Rees, 1994].

The ANSA failure model assumes that a system is composed of components
which can engage in events which are observed by other components in the
system. An event is considered to occur with some value at some time, by the
observer; there is no notion of a global observer, a global ordering on events or
a global time. An event which occurs is called an occurrence. The model
defines expectation regions (a region in a  space) which define
a time interval and a restricted set of values within which a component
expects to observe an event. Boundaries can be drawn around an object’s
expectation region by determining an objects expectations: what it expects
from the objects with which it interacts. Three examples are shown in figure 2.

The three examples are:

• Ei: a particular value is expected in some time interval

• Ej: one of a range of values is expected in some time interval

• Ek: one of a range of values is expected in some time interval but the value
is related to the time at which the event occurs.

A failure is a mismatch between an occurrence and an expectation. For
example, an occurrence which does not match what is expected: any
occurrence not in regions Ei, Ej, or Ek would be a failure. The absence of an
occurrence when there is an expectation of one is also a failure; this kind of
failure is conventionally called an omission failure [Laprie, 1992].

Currently we are investigating how to use this failure model in the design of
dependable systems. The methodology we are testing is as follows. Having
identified the major application components (clients and servers) using
appropriate modeling and design techniques (e.g. [Rumbaugh et al., 1991]), we
analyse the expectations which each component has of the components with
which it is interacting.

value time×
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At this stage the design may be refined so that the expectations of some
components are minimised. The less that is expected of a component, the less
its potential to cause damage to the rest of the system. For example, suppose it
is known that a client must be located on a host which has inherent low
availability — perhaps because it is mobile. It may be appropriate to redesign
the interaction between the client and the services it uses so that any
interaction with the client is stateless. This means that the services are never
in a state in which they are expecting the client to do something (e.g. commit
or abort a transaction).

The next step is to identify the facilities which the engineering and underlying
platform needs to provide to meet the expectations of the application
components. For example, suppose a client has an expectation it will be
charged for a service only if it successfully uses it (i.e. both events occur or
neither occurs). One option to satisfy this expectation could be to use atomic
actions [Warne and Rees, 1993].

The engineering model helps the system designer or programmer to choose the
appropriate configuration of engineering mechanisms (see §7). The
programming model helps the programmer to write application components
which have the properties required by these engineering mechanisms (see §6).

5.1 Fault diagnosis

Fault diagnosis is the process of identifying the faulty component which is
responsible for a failure. This can be difficult because the fault may have
propagated from the original faulty component by causing other components
to fail. If a fault is wrongly attributed to a particular component, erroneous
reconfigurations are sure to follow [Schnieder, F.B., 1993]. In particular good
components may be decommissioned while the faulty component is left in the
system.

The relevant components in an ANSA system are the bindings between clients
and interfaces. Bindings are the place where contracts take effect (between
client and server), and where reconfiguration is possible. They are also the
place where federation boundaries may exist. Fault diagnosis tries to isolate
the fault to the particular client, interface or part of the binding from which
the fault originated. Sometimes fault diagnosis may have to stop at a
federation boundary: beyond that boundary diagnosis is the responsibility of
another organisation.

The traditional concept of a failure focuses on service: a failure is said to occur
when a service deviates from its specification [Laprie, 1992], [Siewiorek and Swarz,
1992]. In ANSA the consequences of federation and separation mean that
mutual suspicion is extremely important. One should not take a client’s word
for it that a service has failed — it may be that the client itself has failed. The
ANSA failure model [Edwards and Rees, 1994] captures this: it does not prejudge
whether the faulty component is the one which engages in the event or the one
which observes or expects to observe the event.

This leads to a situation which is potentially ambiguous: either the observer or
the component which engaged in the event may have failed. To avoid this, the
parameters used to determine correctness must be made explicit.

The notion of what is correct ideally should be captured by a formal contract
between two objects. Interface definitions are an offer to form a contract
between a client and server, the stronger these contracts the easier it is to
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avoid ambiguity. Unfortunately, usually correctness is captured only partially
in an interface definition and written text.

The ANSA work on federation is investigating contracts between clients and
servers [Beasley et al, 1994]. The programming model for dependability will
involve investigating enhanced interface definitions (see §6). This will allow
stronger statements to be made about expected behaviour.

5.2 Failure models and hierarchies of failure modes

A failure mode describes the characteristics of a class of failures (e.g. omission
failures, value failures, crash failures, fail-stop [Laprie, 1992]). There are many
hierarchies of failure modes in the literature (e.g. [Barborak et al, 1993],
[Shrivastava et al., 1990], [Cristian, 1990]). Such hierarchies are sometimes referred
to as “failure models”. In contrast the ANSA failure model is not a failure
hierarchy; it provides a set of concepts for understanding the semantics of
failure.

Failure hierarchies arise from partial orders on failure modes; they are useful,
because they say when one engineering mechanism can replace another. For
example suppose there is a partial order ⊆ on failure modes, and suppose
there are two failure modes  and  such that . Then any mechanism
consistent with ⊆ which can detect and tolerate  will also detect and tolerate

. Suppose  is omission failures and  is value failures, whether or not a
mechanism actually detects and tolerates both  and  will depend on the
implementation of that mechanism. Hence it is the engineering model (which
prescribes the configuration and implementation of engineering mechanisms)
which will determine, ⊆, the ordering on failure modes. Different engineering
models will give rise to different orderings; within an engineering model
different arrangements of components may produce different orderings. The
ANSA engineering model for dependability is discussed further in §7.

Failure modes are useful in the engineering of dependable systems. For
example, if the failure behaviour of a server is known to be restricted to a well
understood mode (e.g. fail-stop), the engineering mechanisms used by its
clients need only to be able to deal with this behaviour.

The ANSA failure model can be used to describe the failure modes which are
discussed in the literature (see [Edwards and Rees, 1994] for further details).
During the development of the engineering model for dependability it is
intended to use the ANSA failure model to analyse configurations of
engineering mechanisms to determine what failure modes they can detect and
tolerate.

6 The programming model

This section discusses a number of requirements have been identified for the
programming model. The role of the programming model is to provide the
concepts to assist programmers in making sure that application components
meet the expectations (requirements) of their supporting engineering
components. Together with the engineering model, it enables system designers
to make trade-offs between what is provided by the engineering components
and what is provided by the application components. As an example suppose
there is a choice of replication mechanisms including one that consumes fewer
resources, but can only be used if the state of a service is immutable. There are

x y x y⊆
y

x x y
x y
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a variety of possible tools and techniques that can be used to exploit this
opportunity.

1. A tool to analyse the application code automatically and report whether or
not it has the immutability property.

2. Guidelines and rules for the programmer which explain how to write the
code so that it has the appropriate characteristics.

3. A tool that transforms the code so that the most appropriate mechanism is
used. This approach has already been investigated for an atomic activity
infrastructure: code transformation was used to insert calls to appropriate
lock mechanisms whenever mutable state was accessed [Warne and Rees,
1993].

The scope of this technology will be set in part by the programming language
which is used. Some languages are less amenable to transformation and
automatic analysis than others.

It is usual to perform type checking based on information provided in an
interface definition. The interface definition is a very limited specification of
the expected or allowed behaviour. Part of the intended work on the
programming model will be to extend this technology by adding information
about the expected behaviour of the interface. For example:

• Whether an operation updates or observes mutable state.

• How an operation affects the outside world: does it read information on
the outside world (sensor) or does it make changes to the outside world
(actuator).

If type checking tools can be enhanced to check these attributes, then at least
some expectations can be checked automatically.

Programmers may choose to exploit application level redundancy —
redundancy which is associated with the application semantics. For example:

• Knowledge which restricts the time or value of a result, e.g. time should
not run backwards; this kind of redundancy could be captured by
behavioural descriptions of objects

• Alternative algorithms for achieving a particular aim (this is sometimes
called resourcefulness [Abbott, 1990], recovery blocks is one example which
exploits this idea [Randell, 1975])

• The use of stability and self stabilisation [Schneider, M., 1993]

At present there are no plans to investigate explicitly application level
redundancy; redundancy is provided by the engineering model.

7 The engineering model

This section discusses some of the requirements which have been identified for
the engineering model. The engineering mechanisms are positioned between
the underlying platform and the application components as shown in figure 3.
Failures can occur in the application components, the underlying platform or
the engineering mechanisms themselves.

As shown in figure 3 the application components and engineering will have
requirements (expectations of each other). The role of the engineering model is
to help the designer select a configuration of engineering mechanisms which
ensure that the expectations of the application components are satisfied even
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when failures occur. The designer also uses the programming model to makes
trade-offs between what is provided by the engineering and what is provided
by the application components.The engineering mechanisms enhance the
functionality of the basic platform so that it meets the requirements for
dependability. The engineering model also need to ensure that the
expectations of the engineering mechanisms and underlying basic platform
are matched.

The engineering model will consist of a set of basic services which are useful
for building dependable systems, for example: reliable multicast, state
transfer mechanisms, audit services, persistent storage services.

Each service will have a typed interface (just like any service which is visible
to the application). This will allow type checking to be applied to engineering
objects (as well as application objects). Currently checking tends to be limited
to application level objects, because the configuration of supporting
engineering objects tends to be rather static and uniform. Well understood,
standard configurations do not require constant checking and validation. In
the future the aim is to allow dynamic configuration of engineering objects
specifically to match client and server requirements, each new configuration
will require checking.

The engineering model will prescribe standard configurations of mechanisms
which will have well understood behaviours (and expectations). These
configurations must themselves be dependable. It is intended to use the
concepts in the failure model and the methodology outlined in §5 in their
development. Examples of such configurations could be:

• a configuration of mechanisms to ensure fail-stop behaviour;

• replication for a non-mutable service;

• replication for a mutable service.

Initially the engineering model is likely to consist of a set of mechanisms and a
set of standard configurations for those mechanisms. However, structuring the
mechanisms as services will allow recombination of these mechanisms in
application specific ways. Application specific configuring of the engineering
mechanisms is likely to be a complex an error prone task. Unless proper
support is provided to help programmers select the right configuration of
mechanisms they are likely to be tempted to ignore what is provided and build
their own. This suggests that eventually it will be necessary to provide tool
support for configuration.

The opportunities to build completely new systems are becoming fewer and
fewer. In general new applications and systems will have to interwork with
what already exists. If a new application is to be dependable, the
dependability of the existing services with which it interworks needs to be
evaluated. If they do not provide sufficient dependability they need to be
enhanced in some way, or at the very least the new application needs to be
protected from them. The engineering model needs to provide mechanisms
and configurations of mechanisms to do this.

Much of the engineering model is concerned with the provision of redundancy
to give fault tolerance. Redundancy can be provided in the form of extra
storage, processing or communications, further it can be provided in space or
time (e.g. doing the same thing twice simultaneously or sequentially).
Examples include:

• Replication [Oskiewicz and Edwards, 1993]
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• Checkpointing [Birrell et al., 1987]

Comprehensive lists of redundancy technology are given in [Siewiorek and Swarz,
1992] and [Smethurst and Wharton, 1993].

The engineering model will also provide some mechanisms which enforce
requirements; these can be regarded as fault avoidance mechanisms. An
example of such a mechanism is a protocol which enforces ordering between
messages to ensure a group of servers see messages in the same order. (Note
that the above mechanism may itself be part of a replication protocol which is
intended for fault tolerance).

The engineering model provides a set of mechanisms to supplement and
support application redundancy. The engineering model is not only concerned
with the provision of redundancy, it is also concerned with the management of
redundancy, the latter is considered separately in §8.

8 The management model

This section discusses some of the requirements which have been identified for
the management model.

The part of the engineering model discussed in §7 is concerned mostly with the
provision of mechanisms which provide redundancy. The management model
includes the part of the engineering model which is concerned with how to
manage this redundancy to tolerate faults, how to maintain dependability,
how to install new applications and how to upgrade existing ones. For example
consider an active replica group; managing the group involves providing
mechanisms which can detect failures, reconfiguring the group to remove the
faulty member, and adding new members to maintain the level of
dependability when existing ones fail. A redundant system may go through as
many as eight stages when a failure occurs [Siewiorek and Swarz, 1992].

1. Fault confinement is concerned with limiting propagation of the fault to
other parts of the system. This can be achieved by liberal use of detection
mechanisms to try and detect a fault as soon as possible.

2. Fault detection is measuring value and time and comparing what is
observed to what is expected.

3. Fault diagnosis is used if fault detection does not identify the faulty
component. Fault diagnosis is discussed in §5.1.

4. Reconfiguration takes place once the faulty component has been
identified. The aim is either to isolate the system from the faulty
component or to replace it with a spare.

5. Recovery attempts to remove the effect of the fault. Redundant
information can be used to correct the erroneous state (space redundancy).
Alternatively the system can roll (backwards or forwards) and either retry
or try an alternative strategy (time redundancy).

6. Restart takes place once all the damaged state has been removed. In
extreme cases large parts of the system may need to be restarted from its
initial state.

7. Repair restores the faulty component to an undamaged state.
Redundancy might be used to correct erroneous state.
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8. Reintegration involves reconfiguring the system to introduce the
repaired component.

Management will usually be embedded into the redundancy mechanisms
which they manage. However, often it is necessary and convenient to have
separate management and service interfaces for the redundancy mechanisms
e.g. [Oskiewicz and Edwards, 1993], even if the interfaces are onto the same object.

Just like all the engineering mechanisms, the management mechanisms
themselves need to be dependable — system recovery mechanisms can be
responsible for 35% of system failures [Toy, 1992].

9 Extended transactions framework (ETF)

This section summarises the work to date on the extended transaction
framework (ETF) and possible future directions. Further details are reported
in [Warne, 1994].

Transactions exploit both fault avoidance and fault tolerance. For example
computations enclosed within traditional transactions have well defined
relationships with each other: they are constrained by the fundamental
properties of atomicity, consistency, isolation, and durability (collectively
known as the ACID properties [Bernstein et al., 1987]). This helps to avoid faults
which can be introduced by concurrent interfering computations.

Transactions use redundancy to undo their effects should they need to abort
(fault tolerance). For example, the Tandem transaction processing monitor
(Pathway) distributes work to available processors. Should any of this work be
lost or compromised by failure it is automatically restarted after being rolled
back to its initial state [Bartlett et al. 1992].

The traditional transaction model, with its strict ACID properties, is highly
effective in some application areas such as conventional databases. However,
it frequently found lacking in functionality, flexibility, and performance when
used in other applications areas, especially those involving collaborative or
long-lived activities. Such applications typically require some, but not all of
the ACID properties. This has led to the development of many different kinds
of transaction models, for example: Split Transactions [Pu et al., 1988], Coloured
Transactions [Shrivastava and Wheater, 1990] and Transaction Groups [Skarra, 1989].

As observed in [Chrysanthis and Ramamritham, 1990], irrespective of how successful
these extended transaction models are in supporting their intended
application domains, they merely represent points within the spectrum of
interactions possible within competitive and cooperative environments.
Therefore, they each capture only a subset of the interactions to be found in
any complex information system.

ETF is intended to address these concerns; it is intended to support a wide
range of telecommunications and other business applications. Inevitably,
different classes of applications will require different transaction models.
These model will have differing concurrency control methods; differing
recovery procedures; differing resource placement, migration and replication
strategies; and differing timeliness (execution responsiveness) guarantees.
ETF must enable such application diversity to interoperate effectively.

ETF identifies a number of new primitives for controlling the behaviour of
different transaction models. The inspiration for these primitives stems from
the abstract concepts of the ACTA meta-model [Chrysanthis and Ramamritham,
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1992]. The transaction model is characterised by controlling four basic
attributes of a transaction. ETF provides primitives to control these
attributes: Visibility, Permanence, Correctness and Recovery (VPCR).

• Visibility: the degree with which members of the extended transaction
are able to observe each others effects before the transaction as a whole
terminates its execution and commits or aborts.

• Permanence: the rules by which members are allowed to record their
results in the stable state of the system.

• Correctness: the acceptable effects on system state that members are
permitted to produce.

• Recoverability: the capability of an extended transaction as a whole, or
its members in part, in the event of failure, to recover and take the system
to some state that is considered correct.

Hence ETF allows programmers and designers to construct transaction
models which match the requirements of the application object (providing a
service). It is intended to use the concept of transaction-based work flows (e.g.
[Dayal et al., 1993], [Sheth, 1993]) to describe how different application objects
supporting different transactions models fit together. A workflow will consists
of several related transactions which interwork to achieve a specific goal. Each
transaction in a work flow may be different when characterised in terms of
VPCR.

From figure 1, it can be seen that ETF spans both the programming and
engineering models. It is intended to build engineering mechanisms for ETF
which support the control of the VPCR attributes. Additional mechanisms will
be needed to support the concept of work flows. The programming model will
contain the concepts needed to drive the engineering mechanisms supporting
ETF.

10 Summary and conclusions

There are several de-jure and de-facto standards which are emerging which
will provide the technology to make open distributed computing possible.
However, for open distributed computing to be exploited in business-critical
applications, there is a need to show how this technology can be extended to
enable services to be delivered with appropriate and defined dependability
guarantees.

No one set of dependability requirements is appropriate to all applications.
Rather the dependability requirements will be determined by each
application. The concept of selective transparency can be used to select an
appropriate set of engineering mechanisms and configure those mechanisms
to satisfy a particular application’s requirements. This needs to be automated.

The ANSA principles reveal a number of issues for dependability in open
distributed systems.

• Objects are responsible for their own dependability; contracts must be
used in a federated environment to state what each object is entitled to
expect of others §2.4, §5.1.

• Technologies based on a notion of a global observer or global clocks are not
appropriate: they cannot be realised in large distributed systems §2.3, §5.
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• Faults should be detected as early as possible, ideally before a component
is installed into the system §2.7.

Designers of dependable systems should take an end-to-end view §3: careful
design and partitioning of functionality can reduce the need for complicated
and sophisticated engineering mechanisms to support an application.

The ANSA work on dependability aims to develop the technology for building
open dependable distributed systems. It is anticipated that such systems will
be built using industry standards such as DCE and CORBA platforms.

A failure model has been developed and its use in the design of dependable
systems is being investigated §5. One of the roles of the designer is to identify
the requirements of the application components in terms of what each
component expects from the underlying engineering. The notion of
expectations in the failure model can be used for this. The engineering model
then helps to identify a suitable configuration of mechanisms to meet these
expectations §7. The engineering components enhance the functionality of the
basic platform so that it can meet the application’s requirements for
dependability.

 The designer also needs to state what constraints the application components
must meet, i.e. what the engineering expects of the application components.
Again the notion of expectations can be used for this. The programming model
helps the programmer to build application components which satisfy these
constraints §6.

Taken together the programming and engineering model enable system
designers to make trade-offs between what dependability is provided by the
engineering mechanisms and what is provided by the application components.

As part of the work on programming and engineering models, an extended
transaction framework is being developed §9: we believe transactions are a
fundamental technology in the building of dependable systems.
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Figure 1: How the ANSA dependability work fits together
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Figure 2: Expectations
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Figure 3: The relationship between the programming and engineering models
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